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QUESTION 1

You are monitoring an Azure Stream Analytics job. 

The Backlogged Input Events count has been 20 for the last hour. 

You need to reduce the Backlogged Input Events count. 

What should you do? 

A. Drop late arriving events from the job. 

B. Add an Azure Storage account to the job. 

C. Increase the streaming units for the job. 

D. Stop the job. 

Correct Answer: C 

General symptoms of the job hitting system resource limits include: 

If the backlog event metric keeps increasing, it\\'s an indicator that the system resource is constrained (either because
of output sink throttling, or high CPU). 

Note: Backlogged Input Events: Number of input events that are backlogged. A non-zero value for this metric implies
that your job isn\\'t able to keep up with the number of incoming events. If this value is slowly increasing or consistently
nonzero, you should scale out your job: adjust Streaming Units. 

Reference: 

https://docs.microsoft.com/en-us/azure/stream-analytics/stream-analytics-scale-jobs 

https://docs.microsoft.com/en-us/azure/stream-analytics/stream-analytics-monitoring 

 

QUESTION 2

HOTSPOT 

You have two Azure Storage accounts named Storage1 and Storage2. Each account holds one container and has the
hierarchical namespace enabled. The system has files that contain data stored in the Apache Parquet format. 

You need to copy folders and files from Storage1 to Storage2 by using a Data Factory copy activity. The solution must
meet the following requirements: 

1. 

No transformations must be performed. 

2. 

The original folder structure must be retained. 
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3. 

Minimize time required to perform the copy activity. 

How should you configure the copy activity? To answer, select the appropriate options in the answer area. 

NOTE: Each correct selection is worth one point. 

Hot Area: 

Correct Answer: 

Latest DP-203 Dumps | DP-203 Exam Questions | DP-203 Braindumps                              3 / 16

https://www.certbus.com/dp-203.html
https://www.certbus.com/dp-203.html
https://www.certbus.com/dp-203.html


https://www.certbus.com/dp-203.html
2023 Latest certbus DP-203 PDF and VCE dumps Download

Box 1: Parquet 

For Parquet datasets, the type property of the copy activity source must be set to ParquetSource. 

Box 2: PreserveHierarchy 

PreserveHierarchy (default): Preserves the file hierarchy in the target folder. The relative path of the source file to the
source folder is identical to the relative path of the target file to the target folder. 

Incorrect Answers: 

FlattenHierarchy: All files from the source folder are in the first level of the target folder. The target files have
autogenerated names. 

MergeFiles: Merges all files from the source folder to one file. If the file name is specified, the merged file name is the
specified name. Otherwise, it\\'s an autogenerated file name. 

Reference: 

https://docs.microsoft.com/en-us/azure/data-factory/format-parquet 

https://docs.microsoft.com/en-us/azure/data-factory/connector-azure-data-lake-storage 

 

QUESTION 3

You have an Azure Synapse Analytics Apache Spark pool named Pool1. 

You plan to load JSON files from an Azure Data Lake Storage Gen2 container into the tables in Pool1. The structure
and data types vary by file. 

You need to load the files into the tables. The solution must maintain the source data types. 

What should you do? 

A. Use a Get Metadata activity in Azure Data Factory. 

B. Use a Conditional Split transformation in an Azure Synapse data flow. 

C. Load the data by using the OPEHROwset Transact-SQL command in an Azure Synapse Anarytics serverless SQL
pool. 

D. Load the data by using PySpark. 

Correct Answer: A 

Serverless SQL pool can automatically synchronize metadata from Apache Spark. A serverless SQL pool database will
be created for each database existing in serverless Apache Spark pools. 

Serverless SQL pool enables you to query data in your data lake. It offers a T-SQL query surface area that
accommodates semi-structured and unstructured data queries. To support a smooth experience for in place querying of
data that\\'s 

located in Azure Storage files, serverless SQL pool uses the OPENROWSET function with additional capabilities. 

The easiest way to see to the content of your JSON file is to provide the file URL to the OPENROWSET function,
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specify csv FORMAT. 

Reference: 

https://docs.microsoft.com/en-us/azure/synapse-analytics/sql/query-json-files 

https://docs.microsoft.com/en-us/azure/synapse-analytics/sql/query-data-storage 

 

QUESTION 4

You are designing an Azure Databricks cluster that runs user-defined local processes. You need to recommend a
cluster configuration that meets the following requirements: 

1. 

Minimize query latency. 

2. 

Maximize the number of users that can run queries on the cluster at the same time. 

3. 

Reduce overall costs without compromising other requirements. Which cluster type should you recommend? 

A. Standard with Auto Termination 

B. High Concurrency with Autoscaling 

C. High Concurrency with Auto Termination 

D. Standard with Autoscaling 

Correct Answer: B 

A High Concurrency cluster is a managed cloud resource. The key benefits of High Concurrency clusters are that they
provide fine-grained sharing for maximum resource utilization and minimum query latencies. 

Databricks chooses the appropriate number of workers required to run your job. This is referred to as autoscaling.
Autoscaling makes it easier to achieve high cluster utilization, because you don\\'t need to provision the cluster to match
a 

workload. 

Incorrect Answers: 

C: The cluster configuration includes an auto terminate setting whose default value depends on cluster mode: 

Standard and Single Node clusters terminate automatically after 120 minutes by default. High Concurrency clusters do
not terminate automatically by default. 

Reference: https://docs.microsoft.com/en-us/azure/databricks/clusters/configure 
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QUESTION 5

DRAG DROP 

You have an Azure subscription that contains an Azure Synapse Analytics workspace named workspace1. Workspace1
connects to an Azure DevOps repository named repo1. Repo1 contains a collaboration branch named main and a 

development branch named branch1. Branch1 contains an Azure Synapse pipeline named pipeline1. 

In workspace1, you complete testing of pipeline1. 

You need to schedule pipeline1 to run daily at 6 AM. 

Which four actions should you perform in sequence? To answer, move the appropriate actions from the list of actions to
the answer area and arrange them in the correct order. 

NOTE: More than one order of answer choices is correct. You will receive credit for any of the correct orders you select. 

Select and Place: 

Correct Answer: 
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QUESTION 6

You are deploying a lake database by using an Azure Synapse database template. 

You need to add additional tables to the database. The solution must use the same grouping method as the template
tables. 

Which grouping method should you use? 

A. business area 

B. size 

C. facts and dimensions 

D. partition style 

Correct Answer: A 

Business area: This is how the Azure Synapse database templates group tables by default. Each template consists of
one or more enterprise templates that contain tables grouped by business areas. For example, the Retail template has
business areas such as Customer, Product, Sales, and Store123. Using the same grouping method as the template
tables can help you maintain consistency and compatibility with the industry-specific data model.
https://techcommunity.microsoft.com/t5/azure-synapse-analytics-blog/database-templates- in-azure- synapse-
analytics/ba-p/2929112 

 

QUESTION 7
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You have an Azure Storage account and a data warehouse in Azure Synapse Analytics in the UK South region. 

You need to copy blob data from the storage account to the data warehouse by using Azure Data Factory. The solution
must meet the following requirements: 

Ensure that the data remains in the UK South region at all times. 

Minimize administrative effort. 

Which type of integration runtime should you use? 

A. Azure integration runtime 

B. Azure-SSIS integration runtime 

C. Self-hosted integration runtime 

Correct Answer: A 

 

Incorrect Answers: 

C: Self-hosted integration runtime is to be used On-premises. 

Reference: https://docs.microsoft.com/en-us/azure/data-factory/concepts-integration-runtime 

 

QUESTION 8

You have two Azure Data Factory instances named ADFdev and ADFprod. ADFdev connects to an Azure DevOps Git
repository. 

You publish changes from the main branch of the Git repository to ADFdev. 

You need to deploy the artifacts from ADFdev to ADFprod. 

What should you do first? 
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A. From ADFdev, modify the Git configuration. 

B. From ADFdev, create a linked service. 

C. From Azure DevOps, create a release pipeline. 

D. From Azure DevOps, update the main branch. 

Correct Answer: C 

In Azure Data Factory, continuous integration and delivery (CI/CD) means moving Data Factory pipelines from one
environment (development, test, production) to another. 

Note: 

The following is a guide for setting up an Azure Pipelines release that automates the deployment of a data factory to
multiple environments. 

1.

 In Azure DevOps, open the project that\\'s configured with your data factory. 

2.

 On the left side of the page, select Pipelines, and then select Releases. 

3.

 Select New pipeline, or, if you have existing pipelines, select New and then New release pipeline. 

4.

 In the Stage name box, enter the name of your environment. 

5.

 Select Add artifact, and then select the git repository configured with your development data factory. Select the publish
branch of the repository for the Default branch. By default, this publish branch is adf_publish. 

6.

 Select the Empty job template. 

Reference: https://docs.microsoft.com/en-us/azure/data-factory/continuous-integration-deployment 

 

QUESTION 9

You need to schedule an Azure Data Factory pipeline to execute when a new file arrives in an Azure Data Lake Storage
Gen2 container. Which type of trigger should you use? 

A. on-demand 

B. tumbling window 

C. schedule 
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D. event 

Correct Answer: D 

Event-driven architecture (EDA) is a common data integration pattern that involves production, detection, consumption,
and reaction to events. Data integration scenarios often require Data Factory customers to trigger pipelines based on
events happening in storage account, such as the arrival or deletion of a file in Azure Blob Storage account. 

Reference: https://docs.microsoft.com/en-us/azure/data-factory/how-to-create-event-trigger 

 

QUESTION 10

HOTSPOT 

You have an Azure Synapse Analytics dedicated SQL pool named Pool1 and an Azure Data Lake Storage Gen2
account named Account 1. 

You plan to access the files in Accoun1l by using an external table. 

You need to create a data source in Pool1 that you can reference when you create the external table. 

How should you complete the Transact-SQL statement? To answer, select the appropriate options in the answer area. 

NOTE Each coned selection is worth one point. 

Hot Area: 

Correct Answer: 
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Box 1: blob The following example creates an external data source for Azure Data Lake Gen2 CREATE EXTERNAL
DATA SOURCE YellowTaxi WITH ( LOCATION =
\\'https://azureopendatastorage.blob.core.windows.net/nyctlc/yellow/\\', TYPE = HADOOP) 

Box 2: HADOOP 

 

QUESTION 11

HOTSPOT 

You have an Azure Data Factory pipeline shown the following exhibit. 

The execution log for the first pipeline run is shown in the following exhibit. 

The execution log for the second pipeline run is shown in the following exhibit. 
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For each of the following statements, select Yes if the statement is true. Otherwise, select No. NOTE: Each correct
selection is worth one point. 

Hot Area: 

Correct Answer: 

 

 

QUESTION 12

After you answer a question in this section, you will NOT be able to return to it. As a result, these questions will not
appear in the review screen. 

You have an Azure Data Lake Storage account that contains a staging zone. 

Latest DP-203 Dumps | DP-203 Exam Questions | DP-203 Braindumps                             12 / 16

https://www.certbus.com/dp-203.html
https://www.certbus.com/dp-203.html
https://www.certbus.com/dp-203.html


https://www.certbus.com/dp-203.html
2023 Latest certbus DP-203 PDF and VCE dumps Download

You need to design a daily process to ingest incremental data from the staging zone, transform the data by executing an
R script, and then insert the transformed data into a data warehouse in Azure Synapse Analytics. 

Solution: You use an Azure Data Factory schedule trigger to execute a pipeline that executes mapping data flow, and
then inserts the data into the data warehouse. 

Does this meet the goal? 

A. Yes 

B. No 

Correct Answer: B 

If you need to transform data in a way that is not supported by Data Factory, you can create a custom activity, not a
mapping flow,5 with your own data processing logic and use the activity in the pipeline. You can create a custom activity
to run R scripts on your HDInsight cluster with R installed. 

Reference: https://docs.microsoft.com/en-US/azure/data-factory/transform-data 

 

QUESTION 13

HOTSPOT 

You are creating dimensions for a data warehouse in an Azure Synapse Analytics dedicated SQL pool. 

You create a table by using the Transact-SQL statement shown in the following exhibit. 

Use the drop-down menus to select the answer choice that completes each statement based on the information
presented in the graphic. NOTE: Each correct selection is worth one point. 
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Hot Area: 

Correct Answer: 

Box 1: Type 2 

A Type 2 SCD supports versioning of dimension members. Often the source system doesn\\'t store versions, so the
data warehouse load process detects and manages changes in a dimension table. In this case, the dimension table
must use 

a surrogate key to provide a unique reference to a version of the dimension member. It also includes columns that
define the date range validity of the version (for example, StartDate and EndDate) and possibly a flag column (for
example, 

IsCurrent) to easily filter by current dimension members. 
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Incorrect Answers: 

A Type 1 SCD always reflects the latest values, and when changes in source data are detected, the dimension table
data is overwritten. 

Box 2: a business key 

A business key or natural key is an index which identifies uniqueness of a row based on columns that exist naturally in a
table according to business rules. For example business keys are customer code in a customer table, composite of
sales 

order header number and sales order item line number within a sales order details table. 

Reference: 

https://docs.microsoft.com/en-us/learn/modules/populate-slowly-changing-dimensions-azure-synapse-analytics-
pipelines/3-choose-between-dimension-types 

 

QUESTION 14

You are designing a fact table named FactPurchase in an Azure Synapse Analytics dedicated SQL pool. The table
contains purchases from suppliers for a retail store. FactPurchase will contain the following columns. 

FactPurchase will have 1 million rows of data added daily and will contain three years of data. 

Transact-SQL queries similar to the following query will be executed daily. 

SELECT SupplierKey, StockItemKey, COUNT(*) FROM FactPurchase WHERE DateKey >= 20210101 AND DateKey
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