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QUESTION 1

Which Google Cloud Platform service is an alternative to Hadoop with Hive? 

A. Cloud Dataflow 

B. Cloud Bigtable 

C. BigQuery 

D. Cloud Datastore 

Correct Answer: C 

Apache Hive is a data warehouse software project built on top of Apache Hadoop for providing data summarization,
query, and analysis. 

Google BigQuery is an enterprise data warehouse. 

Reference: https://en.wikipedia.org/wiki/Apache_Hive 

 

QUESTION 2

Your organization has been collecting and analyzing data in Google BigQuery for 6 months. The majority of the data
analyzed is placed in a time-partitioned table named events_partitioned. To reduce the cost of queries, your
organization created a view called events, which queries only the last 14 days of data. The view is described in legacy
SQL. Next month, existing applications will be connecting to BigQuery to read the events data via an ODBC connection.
You need to ensure the applications can connect. Which two actions should you take? (Choose two.) 

A. Create a new view over events using standard SQL 

B. Create a new partitioned table using a standard SQL query 

C. Create a new view over events_partitioned using standard SQL 

D. Create a service account for the ODBC connection to use for authentication 

E. Create a Google Cloud Identity and Access Management (Cloud IAM) role for the ODBC connection and shared
"events" 

Correct Answer: CD 

A standard SQL query cannot reference a view defined using legacy SQL syntax. In order to connect through ODBC
connection, we need to use standard SQL. So, we need to create a new view over events_partitioned table using
standard SQL which is C. Need service account to connect through ODBC which is option D. Check the links below. I
am not sure about A whether we can create a view over another view which was built using legacy SQL
https://cloud.google.com/bigquery/docs/views https://cloud.google.com/community/tutorials/bigquery-from-excel https://
www.simba.com/products/BigQuery/doc/ODBC_InstallGuide/mac/content/odbc/bq/configuring/authenticating/serviceacc
ount.htm 

 

QUESTION 3
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What are all of the BigQuery operations that Google charges for? 

A. Storage, queries, and streaming inserts 

B. Storage, queries, and loading data from a file 

C. Storage, queries, and exporting data 

D. Queries and streaming inserts 

Correct Answer: A 

Google charges for storage, queries, and streaming inserts. Loading data from a file and exporting data are free
operations. Reference: https://cloud.google.com/bigquery/pricing 

 

QUESTION 4

You work for a bank. You have a labelled dataset that contains information on already granted loan application and
whether these applications have been defaulted. You have been asked to train a model to predict default rates for credit
applicants. 

What should you do? 

A. Increase the size of the dataset by collecting additional data. 

B. Train a linear regression to predict a credit default risk score. 

C. Remove the bias from the data and collect applications that have been declined loans. 

D. Match loan applicants with their social profiles to enable feature engineering. 

Correct Answer: B 

A is incorrect as you need to work with the data you have available C is an optimisation not a solution D is ethically
incorrect and invasion to privacy, there could be several legal implications with this B although oversimplified but is a
workable solution 

 

QUESTION 5

You work for a manufacturing company that sources up to 750 different components, each from a different supplier.
You\\'ve collected a labeled dataset that has on average 1000 examples for each unique component. Your team wants
to implement an app to help warehouse workers recognize incoming components based on a photo of the component.
You want to implement the first working version of this app (as Proof-Of-Concept) within a few working days. What
should you do? 

A. Use Cloud Vision AutoML with the existing dataset. 

B. Use Cloud Vision AutoML, but reduce your dataset twice. 

C. Use Cloud Vision API by providing custom labels as recognition hints. 

D. Train your own image recognition model leveraging transfer learning techniques. 
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Correct Answer: B 

 

 

QUESTION 6

Which of the following statements about Legacy SQL and Standard SQL is not true? 

A. Standard SQL is the preferred query language for BigQuery. 

B. If you write a query in Legacy SQL, it might generate an error if you try to run it with Standard SQL. 

C. One difference between the two query languages is how you specify fully-qualified table names (i.e. table names that
include their associated project name). 

D. You need to set a query language for each dataset and the default is Standard SQL. 

Correct Answer: D 

You do not set a query language for each dataset. It is set each time you run a query and the default query language is
Legacy SQL. 

Standard SQL has been the preferred query language since BigQuery 2.0 was released. 

In legacy SQL, to query a table with a project-qualified name, you use a colon, :, as a separator. In standard SQL, you
use a period, ., instead. 

Due to the differences in syntax between the two query languages (such as with project-qualified table names), if you
write a query in Legacy SQL, it might generate an error if you try to run it with Standard SQL. 

Reference: 

https://cloud.google.com/bigquery/docs/reference/standard-sql/migrating-from-legacy-sql 

 

QUESTION 7

You need to copy millions of sensitive patient records from a relational database to BigQuery. The total size of the
database is 10 TB. You need to design a solution that is secure and time-efficient. What should you do? 

A. Export the records from the database as an Avro file. Upload the file to GCS using gsutil, and then load the Avro file
into BigQuery using the BigQuery web UI in the GCP Console. 

B. Export the records from the database as an Avro file. Copy the file onto a Transfer Appliance and send it to Google,
and then load the Avro file into BigQuery using the BigQuery web UI in the GCP Console. 

C. Export the records from the database into a CSV file. Create a public URL for the CSV file, and then use Storage
Transfer Service to move the file to Cloud Storage. Load the CSV file into BigQuery using the BigQuery web UI in the
GCP Console. 

D. Export the records from the database as an Avro file. Create a public URL for the Avro file, and then use Storage
Transfer Service to move the file to Cloud Storage. Load the Avro file into BigQuery using the BigQuery web UI in the
GCP Console. 
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Correct Answer: B 

 

 

QUESTION 8

For the best possible performance, what is the recommended zone for your Compute Engine instance and Cloud
Bigtable instance? 

A. Have the Compute Engine instance in the furthest zone from the Cloud Bigtable instance. 

B. Have both the Compute Engine instance and the Cloud Bigtable instance to be in different zones. 

C. Have both the Compute Engine instance and the Cloud Bigtable instance to be in the same zone. 

D. Have the Cloud Bigtable instance to be in the same zone as all of the consumers of your data. 

Correct Answer: C 

It is recommended to create your Compute Engine instance in the same zone as your Cloud Bigtable instance for the
best possible performance, 

If it\\'s not possible to create a instance in the same zone, you should create your instance in another zone within the
same region. For example, if your Cloud Bigtable instance is located in us-central1-b, you could create your instance in
uscentral1-f. This change may result in several milliseconds of additional latency for each Cloud Bigtable request. 

It is recommended to avoid creating your Compute Engine instance in a different region from your Cloud Bigtable
instance, which can add hundreds of milliseconds of latency to each Cloud Bigtable request. 

Reference: https://cloud.google.com/bigtable/docs/creating-compute-instance 

 

QUESTION 9

A live TV show asks viewers to cast votes using their mobile phones. The event generates a large volume of data during
a 3 minute period. You are in charge of the Voting restructure* and must ensure that the platform can handle the load
and Hal all votes are processed. You must display partial results write voting is open. After voting doses you need to
count the votes exactly once white optimizing cost. What should you do? 
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A. Create a Memorystore instance with a high availability (HA) configuration 

B. Write votes to a Pub Sub tope and have Cloud Functions subscribe to it and write voles to BigQuery 

C. Write votes to a Pub/Sub tope and toad into both Bigtable and BigQuery via a Dataflow pipeline Query Bigtable for
real-time results and BigQuery for later analysis Shutdown the Bigtable instance when voting concludes 

D. Create a Cloud SQL for PostgreSQL database with high availability (HA) configuration and multiple read replicas 

Correct Answer: C 

 

QUESTION 10

You need to choose a database to store time series CPU and memory usage for millions of computers. You need to
store this data in one-second interval samples. Analysts will be performing real-time, ad hoc analytics against the
database. You want to avoid being charged for every query executed and ensure that the schema design will allow for
future growth of the dataset. Which database and data model should you choose? 

A. Create a table in BigQuery, and append the new samples for CPU and memory to the table 

B. Create a wide table in BigQuery, create a column for the sample value at each second, and update the row with the
interval for each second 

C. Create a narrow table in Cloud Bigtable with a row key that combines the Computer Engine computer identifier with
the sample time at each second 

D. Create a wide table in Cloud Bigtable with a row key that combines the computer identifier with the sample time at
each minute, and combine the values for each second as column data. 

Correct Answer: C 

A tall and narrow table has a small number of events per row, which could be just one event, whereas a short and wide
table has a large number of events per row. As explained in a moment, tall and narrow tables are best suited for time-
series data. For time series, you should generally use tall and narrow tables. This is for two reasons: Storing one event
per row makes it easier to run queries against your data. Storing many events per row makes it more likely that the total
row size will exceed the recommended maximum (see Rows can be big but are not infinite).
https://cloud.google.com/bigtable/docs/schema- design-time-series#patterns_for_row_key_design 
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QUESTION 11

What is the general recommendation when designing your row keys for a Cloud Bigtable schema? 

A. Include multiple time series values within the row key 

B. Keep the row keep as an 8 bit integer 

C. Keep your row key reasonably short 

D. Keep your row key as long as the field permits 

Correct Answer: C 

A general guide is to, keep your row keys reasonably short. Long row keys take up additional memory and storage and
increase the time it takes to get responses from the Cloud Bigtable server. Reference:
https://cloud.google.com/bigtable/docs/schema-design#row-keys 

 

QUESTION 12

You are migrating an application that tracks library books and information about each book, such as author or year
published, from an on-premises data warehouse to BigQuery In your current relational database, the author information
is kept in a separate table and joined to the book information on a common key Based on Google\\'s recommended
practice for schema design, how would you structure the data to ensure optimal speed of queries about the author of
each book that has been borrowed? 

A. Keep the schema the same, maintain the different tables for the book and each of the attributes, and query as you
are doing today 

B. Create a table that is wide and includes a column for each attribute, including the author\\'s first name, last name,
date of birth, etc 

C. Create a table that includes information about the books and authors, but nest the author fields inside the author
column 

D. Keep the schema the same, create a view that joins all of the tables, and always query the view 

Correct Answer: C 

 

QUESTION 13

Your company built a TensorFlow neural-network model with a large number of neurons and layers. The model fits well
for the training data. However, when tested against new data, it performs poorly. What method can you employ to
address this? 

A. Threading 

B. Serialization 

C. Dropout Methods 
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D. Dimensionality Reduction 

Correct Answer: C 

Reference https://medium.com/mlreview/a-simple-deep-learning-model-for-stock-price-prediction-using-
tensorflow-30505541d877 

 

QUESTION 14

Your company is in a highly regulated industry. One of your requirements is to ensure individual users have access only
to the minimum amount of information required to do their jobs. You want to enforce this requirement with Google
BigQuery. Which three approaches can you take? (Choose three.) 

A. Disable writes to certain tables. 

B. Restrict access to tables by role. 

C. Ensure that the data is encrypted at all times. 

D. Restrict BigQuery API access to approved users. 

E. Segregate data across multiple tables or databases. 

F. Use Google Stackdriver Audit Logging to determine policy violations. 

Correct Answer: BDF 

 

QUESTION 15

You want to migrate an on-premises Hadoop system to Cloud Dataproc. Hive is the primary tool in use, and the data
format is Optimized Row Columnar (ORC). All ORC files have been successfully copied to a Cloud Storage bucket. You
need to replicate some data to the cluster\\'s local Hadoop Distributed File System (HDFS) to maximize performance.
What are two ways to start using Hive in Cloud Dataproc? (Choose two.) 

A. Run the gsutil utility to transfer all ORC files from the Cloud Storage bucket to HDFS. Mount the Hive tables locally. 

B. Run the gsutil utility to transfer all ORC files from the Cloud Storage bucket to any node of the Dataproc cluster.
Mount the Hive tables locally. 

C. Run the gsutil utility to transfer all ORC files from the Cloud Storage bucket to the master node of the Dataproc
cluster. Then run the Hadoop utility to copy them do HDFS. Mount the Hive tables from HDFS. 

D. Leverage Cloud Storage connector for Hadoop to mount the ORC files as external Hive tables. Replicate external
Hive tables to the native ones. 

E. Load the ORC files into BigQuery. Leverage BigQuery connector for Hadoop to mount the BigQuery tables as
external Hive tables. Replicate external Hive tables to the native ones. 

Correct Answer: CD 

A and B cannot be true as gsutil can copy data to master node and the to hdfs from master node. C -> works D->works
Recommended by google E-> Will work but as the question says maximize performance this is not a case. As bigquery
hadoop connecter stores all the BQ data to GCS as temp and then processes it to HDFS. As data is already in GCS we
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donot need to load it to bq and use a connector then unloads it back to GCS and then processes it. 
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