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QUESTION 1

Note: This question is part of a series of questions that present the same scenario. Each question in the series contains
a unique solution that might meet the stated goals. Some question sets might have more than one correct solution,
while others might not have a correct solution. 

After you answer a question in this section, you will NOT be able to return to it. As a result, these questions will not
appear in the review screen. 

You create an Azure Machine Learning service datastore in a workspace. The datastore contains the following files: 

1.

 /data/2018/Q1.csv 

2.

 /data/2018/Q2.csv 

3.

 /data/2018/Q3.csv 

4.

 /data/2018/Q4.csv 

5.

 /data/2019/Q1.csv 

All files store data in the following format: 

id,f1,f2,I 1,1,2,0 2,1,1,1 3,2,1,0 4,2,2,1 

You run the following code: 

You need to create a dataset named training_data and load the data from all files into a single data frame by using the
following code: 

Solution: Run the following code: 
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Does the solution meet the goal? 

A. Yes 

B. No 

Correct Answer: A 

Use two file paths. 

Use Dataset.Tabular_from_delimeted as the data isn\\'t cleansed. 

Note: 

A TabularDataset represents data in a tabular format by parsing the provided file or list of files. This provides you with
the ability to materialize the data into a pandas or Spark DataFrame so you can work with familiar data preparation and 

training libraries without having to leave your notebook. You can create a TabularDataset object from .csv, .tsv,
.parquet, .jsonl files, and from SQL query results. 

Reference: 

https://docs.microsoft.com/en-us/azure/machine-learning/how-to-create-register-datasets 

 

QUESTION 2

HOTSPOT 

You create an Azure Machine Learning dataset containing automobile price data. The dataset includes 10.000 rows and
10 columns. You use the Azure Machine Learning designer to transform the dataset by using an Execute Python Script 

component and custom code. 

The code must combine three columns to create a new column. 

You need to configure the code function. 

Which configurations should you use? To answer, select the appropriate options in the answer area. 

NOTE: Each correct selection is worth one point. 

Hot Area: 
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Correct Answer: 
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QUESTION 3

You are creating an experiment by using Azure Machine Learning Studio. 

You must divide the data into four subsets for evaluation. There is a high degree of missing values in the data. You must
prepare the data for analysis. 

You need to select appropriate methods for producing the experiment. 

Which three modules should you run in sequence? To answer, move the appropriate actions from the list of actions to
the answer area and arrange them in the correct order. 

NOTE: More than one order of answer choices is correct. You will receive credit for any of the correct orders you select. 

Select and Place: 
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Correct Answer: 

The Clean Missing Data module in Azure Machine Learning Studio, to remove, replace, or infer missing values.
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Incorrect Answers: 

Latent Direchlet Transformation: Latent Dirichlet Allocation module in Azure Machine Learning Studio, to group
otherwise unclassified text into a number of categories. Latent Dirichlet Allocation (LDA) is often used in natural
language processing (NLP) to find texts that are similar. Another common term is topic modeling. Build Counting
Transform: Build Counting Transform module in Azure Machine Learning Studio, to analyze training data. From this
data, the module builds a count table as well as a set of count-based features that can be used in a predictive 

model. 

Missing Value Scrubber: The Missing Values Scrubber module is deprecated. 

Feature hashing: Feature hashing is used for linguistics, and works by converting unique tokens into integers. 

Replace discrete values: the Replace Discrete Values module in Azure Machine Learning Studio is used to generate a
probability score that can be used to represent a discrete value. This score can be useful for understanding the
information 

value of the discrete values. 

References: 

https://docs.microsoft.com/en-us/azure/machine-learning/studio-module-reference/clean-missing-data 

 

QUESTION 4

You need to define a modeling strategy for ad response. 

Which three actions should you perform in sequence? To answer, move the appropriate actions from the list of actions
to the answer area and arrange them in the correct order. 

Select and Place: 

Correct Answer: 

DP-100 VCE Dumps | DP-100 Practice Test | DP-100 Braindumps                              7 / 26

https://www.certbus.com/dp-100.html
https://www.certbus.com/dp-100.html
https://www.certbus.com/dp-100.html


https://www.certbus.com/dp-100.html
2023 Latest certbus DP-100 PDF and VCE dumps Download

Step 1: Implement a K-Means Clustering model 

Step 2: Use the cluster as a feature in a Decision jungle model. 

Decision jungles are non-parametric models, which can represent non-linear decision boundaries. 

Step 3: Use the raw score as a feature in a Score Matchbox Recommender model 

The goal of creating a recommendation system is to recommend one or more "items" to "users" of the system.
Examples of an item could be a movie, restaurant, book, or song. A user could be a person, group of persons, or other
entity with 

item preferences. 

Scenario: 

Ad response rated declined. 

Ad response models must be trained at the beginning of each event and applied during the sporting event. 

Market segmentation models must optimize for similar ad response history. 

Ad response models must support non-linear boundaries of features. 

References: 

https://docs.microsoft.com/en-us/azure/machine-learning/studio-module-reference/multiclass-decision-jungle 

https://docs.microsoft.com/en-us/azure/machine-learning/studio-module-reference/score-matchbox-recommender 

 

QUESTION 5

You are a data scientist building a deep convolutional neural network (CNN) for image classification. 

The CNN model you build shows signs of overfitting. 
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You need to reduce overfitting and converge the model to an optimal fit. 

Which two actions should you perform? Each correct answer presents a complete solution. 

NOTE: Each correct selection is worth one point. 

A. Add an additional dense layer with 512 input units. 

B. Add L1/L2 regularization. 

C. Use training data augmentation. 

D. Reduce the amount of training data. 

E. Add an additional dense layer with 64 input units. 

Correct Answer: BD 

B: Weight regularization provides an approach to reduce the overfitting of a deep learning neural network model on the
training data and improve the performance of the model on new data, such as the holdout test set. 

Keras provides a weight regularization API that allows you to add a penalty for weight size to the loss function. 

Three different regularizer instances are provided; they are: 

1.

 L1: Sum of the absolute weights. 

2.

 L2: Sum of the squared weights. 

3.

 L1L2: Sum of the absolute and the squared weights. 

D: Because a fully connected layer occupies most of the parameters, it is prone to overfitting. One method to reduce
overfitting is dropout. At each training stage, individual nodes are either "dropped out" of the net with probability 1-p or
kept 

with probability p, so that a reduced network is left; incoming and outgoing edges to a dropped-out node are also
removed. 

By avoiding training all nodes on all training data, dropout decreases overfitting. 

Reference: https://machinelearningmastery.com/how-to-reduce-overfitting-in-deep-learning-with-weight-regularization/ 

https://en.wikipedia.org/wiki/Convolutional_neural_network 

 

QUESTION 6

You are developing deep learning models to analyze semi-structured, unstructured, and structured data types. 

You have the following data available for model building: 
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1.

 Video recordings of sporting events 

2.

 Transcripts of radio commentary about events 

3.

 Logs from related social media feeds captured during sporting events 

You need to select an environment for creating the model. Which environment should you use? 

A. Azure Cognitive Services 

B. Azure Data Lake Analytics 

C. Azure HDInsight with Spark MLib 

D. Azure Machine Learning Studio 

Correct Answer: A 

Azure Cognitive Services expand on Microsoft\\'s evolving portfolio of machine learning APIs and enable developers to
easily add cognitive features ?such as emotion and video detection; facial, speech, and vision recognition; and speech
and language understanding ?into their applications. The goal of Azure Cognitive Services is to help developers create
applications that can see, hear, speak, understand, and even begin to reason. The catalog of services within Azure
Cognitive Services can be categorized into five main pillars - Vision, Speech, Language, Search, and Knowledge. 

References: https://docs.microsoft.com/en-us/azure/cognitive-services/welcome 

 

QUESTION 7

DRAG DROP 

You have an Azure Machine Learning workspace that contains a training cluster and an inference cluster. 

You plan to create a classification model by using the Azure Machine Learning designer. 

You need to ensure that client applications can submit data as HTTP requests and receive predictions as responses. 

Which three actions should you perform in sequence? To answer, move the appropriate actions from the list of actions
to the answer area and arrange them in the correct order. 

Select and Place: 
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Correct Answer: 

 

 

QUESTION 8

DRAG DROP 

You have an existing GitHub repository containing Azure Machine Learning project files. 

You need to clone the repository to your Azure Machine Learning shared workspace file system. 

Which four actions should you perform in sequence? To answer, move the appropriate actions from the list of actions to
the answer area and arrange them in the correct order. 

NOTE: More than one order of answer choices is correct. You will receive credit for any of the correct orders you select. 

Select and Place: 
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Correct Answer:  
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QUESTION 9

DRAG DROP 

You create a training pipeline using the Azure Machine Learning designer. You upload a CSV file that contains the data
from which you want to train your model. 

You need to use the designer to create a pipeline that includes steps to perform the following tasks: 

1. 
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Select the training features using the pandas filter method. 

2. 

Train a model based on the naive_bayes.GaussianNB algorithm. 

3. 

Return only the Scored Labels column by using the query SELECT [Scored Labels] FROM t1; 

Which modules should you use? To answer, drag the appropriate modules to the appropriate locations. Each module
name may be used once, more than once, or not at all. You may need to drag the split bar between panes or scroll to
view content. 

NOTE: Each correct selection is worth one point. 

Select and Place: 

Correct Answer: 
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QUESTION 10

HOTSPOT 

You create a binary classification model using Azure Machine Learning Studio. 

You must use a Receiver Operating Characteristic (RO C) curve and an F1 score to evaluate the model. 

You need to create the required business metrics. 

How should you complete the experiment? To answer, select the appropriate options in the dialog box in the answer
area; 

NOTE: Each correct selection is worth one point. 
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Hot Area: 
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Correct Answer: 
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QUESTION 11

You are performing feature engineering on a dataset. 

You must add a feature named CityName and populate the column value with the text London. 

You need to add the new feature to the dataset. 

Which Azure Machine Learning Studio module should you use? 

A. Edit Metadata 

B. Filter Based Feature Selection 

C. Execute Python Script 

D. Latent Dirichlet Allocation 

Correct Answer: A 

Typical metadata changes might include marking columns as features. 

Reference: https://docs.microsoft.com/en-us/azure/machine-learning/studio-module-reference/edit-metadata 

 

QUESTION 12

You plan to use a Data Science Virtual Machine (DSVM) with the open source deep learning frameworks Caffe2 and
Theano. You need to select a pre configured DSVM to support the framework. Which of following should you create? 

A. Data Science Virtual Machine for Linux (Ubuntu) 

B. Data Science Virtual Machine for Windows 2012 

C. Data Science Virtual Machine for Windows 2016 

D. Data Science Virtual Machine for Linux (CentOS) 

Correct Answer: A 

 

 

QUESTION 13

A set of CSV files contains sales records. All the CSV files have the same data schema. 

Each CSV file contains the sales record for a particular month and has the filename sales.csv. Each file in stored in a
folder that indicates the month and year when the data was recorded. The folders are in an Azure blob container for
which a datastore has been defined in an Azure Machine Learning workspace. The folders are organized in a parent
folder named sales to create the following hierarchical structure: 
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At the end of each month, a new folder with that month\\'s sales file is added to the sales folder. 

You plan to use the sales data to train a machine learning model based on the following requirements: 

1.

 You must define a dataset that loads all of the sales data to date into a structure that can be easily converted to a
dataframe. 

2.

 You must be able to create experiments that use only data that was created before a specific previous month, ignoring
any data that was added after that month. 

3.

 You must register the minimum number of datasets possible. 

You need to register the sales data as a dataset in Azure Machine Learning service workspace. 

What should you do? 

A. Create a tabular dataset that references the datastore and explicitly specifies each \\'sales/mm-yyyy/ sales.csv\\' file
every month. Register the dataset with the name sales_dataset each month, replacing the existing dataset and
specifying a tag named month indicating the month and year it was registered. Use this dataset for all experiments. 

B. Create a tabular dataset that references the datastore and specifies the path \\'sales/*/sales.csv\\', register the
dataset with the name sales_dataset and a tag named month indicating the month and year it was registered, and use
this dataset for all experiments. 

C. Create a new tabular dataset that references the datastore and explicitly specifies each \\'sales/mm- yyyy/sales.csv\\'
file every month. Register the dataset with the name sales_dataset_MM-YYYY each month with appropriate MM and
YYYY values for the month and year. Use the appropriate month- specific dataset for experiments. 

D. Create a tabular dataset that references the datastore and explicitly specifies each \\'sales/mm-yyyy/ sales.csv\\' file.
Register the dataset with the name sales_dataset each month as a new version and with a tag named month indicating
the month and year it was registered. Use this dataset for all experiments, identifying the version to be used based on
the month tag as necessary. 

Correct Answer: B 

Specify the path. 
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Example: 

The following code gets the workspace existing workspace and the desired datastore by name. And then passes the
datastore and file locations to the path parameter to create a new TabularDataset, weather_ds. 

from azureml.core import Workspace, Datastore, Dataset 

datastore_name = \\'your datastore name\\' 

# get existing workspace 

workspace = Workspace.from_config() 

# retrieve an existing datastore in the workspace by name datastore = Datastore.get(workspace, datastore_name) 

# create a TabularDataset from 3 file paths in datastore datastore_paths = [(datastore, \\'weather/2018/11.csv\\'), 

(datastore, \\'weather/2018/12.csv\\'), 

(datastore, \\'weather/2019/*.csv\\')] 

weather_ds = Dataset.Tabular.from_delimited_files(path=datastore_paths) 

 

QUESTION 14

You plan to use the Hyperdrive feature of Azue Machine Learning to determine the optimal hyperparameter values
when training a model. You must use Hyperdrive to try combinations of the following hyperparameter values. You must
not apply an early termination policy. 

1.

 learning_rate: any value between 0.001 and 0.1 

2.

 batch_size: 16, 32, or 64 

You need to configure the sampling method for the Hyperdrive experiment. 

Which two sampling methods can you use? Each correct answer is a complete solution. 

NOTE: Each correct selection is worth one point. 

A. No sampling 

B. Grid sampling 

C. Bayesian sampling 

D. Random sampling 

Correct Answer: CD 

C: Bayesian sampling is based on the Bayesian optimization algorithm and makes intelligent choices on the
hyperparameter values to sample next. It picks the sample based on how the previous samples performed, such that
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the new sample 

improves the reported primary metric. Bayesian sampling does not support any early termination policy 

Example: 

from azureml.train.hyperdrive import BayesianParameterSampling from azureml.train.hyperdrive import uniform, choice 

param_sampling = BayesianParameterSampling( { 

"learning_rate": uniform(0.05, 0.1), 

"batch_size": choice(16, 32, 64, 128) 

} 

) 

D: In random sampling, hyperparameter values are randomly selected from the defined search space. Random
sampling allows the search space to include both discrete and continuous hyperparameters. Incorrect Answers: 

B: Grid sampling can be used if your hyperparameter space can be defined as a choice among discrete values and if
you have sufficient budget to exhaustively search over all values in the defined search space. Additionally, one can use
automated early termination of poorly performing runs, which reduces wastage of resources. 

Example, the following space has a total of six samples: 

from azureml.train.hyperdrive import GridParameterSampling from azureml.train.hyperdrive import choice 

param_sampling = GridParameterSampling( { 

"num_hidden_layers": choice(1, 2, 3), 

"batch_size": choice(16, 32) 

} 

) 

Reference: https://docs.microsoft.com/en-us/azure/machine-learning/how-to-tune-hyperparameters 

 

QUESTION 15

HOTSPOT 

You are using an Azure Machine Learning workspace. You set up an environment for model testing and an environment
for production. 

The compute target for testing must minimize cost and deployment efforts. The compute target for production must
provide fast response time, autoscaling of the deployed service, and support real-time inferencing. 

You need to configure compute targets for model testing and production. 

Which compute targets should you use? To answer, select the appropriate options in the answer area. 
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NOTE: Each correct selection is worth one point. 

Hot Area: 

Correct Answer: 
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Box 1: Local web service 

The Local web service compute target is used for testing/debugging. Use it for limited testing and troubleshooting.
Hardware acceleration depends on use of libraries in the local system. 

Box 2: Azure Kubernetes Service (AKS) 

Azure Kubernetes Service (AKS) is used for Real-time inference. 

Recommended for production workloads. 

Use it for high-scale production deployments. Provides fast response time and autoscaling of the deployed service 

Reference: 

https://docs.microsoft.com/en-us/azure/machine-learning/concept-compute-target 
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