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QUESTION 1

Which two are the fastest methods for fetching a single row from a table based on an equality predicate? 

A. Fast full index scan on an index created for a column with unique key 

B. Index unique scan on an created for a column with unique key 

C. Row fetch from a single table hash cluster 

D. Index range scan on an index created from a column with primary key 

E. Row fetch from a table using rowid 

Correct Answer: CE 

A scan is slower than a row fetch (from hash value or rowid). 

 

QUESTION 2

View the Exhibit1 and examine the structure and indexes for the MYSALES table. 

The application uses the MYSALES table to insert sales record. But this table is also extensively used for generating
sales reports. The PROD_ID and CUST_ID columns are frequently used in the WHERE clause of the queries. These
columns are frequently used in WHERE clause of the queries. These columns have few distinct values relative to the
total number of rows in the table. 

View exhibit 2 and examine one of the queries and its auto trace output. What should you do to improve the
performance of the query? 

A. Use the INDEX_COMBINE hint in the query. 
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B. Create composite index involving the CUST_ID and PROD_ID columns. 

C. Gather histograms statistics for the CUST_ID and PROD_ID columns. 

D. Gather index statistics for the MYSALES_PRODID_IDX and MYSALES_CUSTID_IDX indexes. 

Correct Answer: D 

Note: 

*

 Statistics quantify the data distribution and storage characteristics of tables, columns, indexes, and partitions. 

*

 INDEX_COMBINE Forces a bitmap index access path on tab. Primarily this hint just tells Oracle to use the bitmap
indexes on table tab. Otherwise Oracle will choose the best combination of indexes it can think of based on the
statistics. If it is ignoring a bitmap index that you think would be helpful, you may specify that index plus all of the others
taht you want to be used. Note that this does not force the use of those indexes, Oracle will still make cost based
choices. 

*

 Histograms Opportunities Any column used in a where clause with skewed data Histograms are NOT just for indexed
columns.

 Adding a histogram to an un-indexed column that is used in 

 

QUESTION 3

You have enabled DML by issuing: ALTER session ENABLE PARALLEL DML; 

The PARELLEL_DEGREE_POLICY initialization parameter is set to AUTO. 

Which two options true about DML statements for which parallel execution is requested? 

A. Statements for which PDML is requested will execute serially estimated time is less than the time specified by the
PARALLEL_MIN_THRESHOLD parameter. 

B. Statements for which PDML is requested will be queued if the number of busy parallel execution servers greater than
PARALLEL_MIN_SERVERS parameter. 

C. Statements for which PDML is requested will always execute in parallel if estimated execution in parallel if estimated
execution time is greater than the time specified by the PARELLEL_MIN_TIME_THRESHOLD parameter. 

D. Statements for which PDML is requested will be queued if the number of busy parallel execution servers is greater
than PARELLEL_SERVERS_TARGET parameter. 

E. Statement for which PDML is requested will be queued if the number of busy parallel execution servers is greater
than PARELLEL_DEGREE_LIMIT parameter. 

Correct Answer: CD 

C: PARALLEL_MIN_TIME_THRESHOLD specifies the minimum execution time a statement should have before the
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statement is considered for automatic degree of parallelism. By default, this is set to 30 seconds. Automatic degree of
parallelism is only enabled if PARALLEL_DEGREE_POLICY is set to AUTO or LIMITED. 

D: PARALLEL_SERVERS_TARGET specifies the number of parallel server processes allowed to run parallel
statements before statement queuing will be used. When the parameter PARALLEL_DEGREE_POLICY is set to AUTO,
Oracle will queue SQL statements that require parallel execution, if the necessary parallel server processes are not
available. Statement queuing will begin once the number of parallel server processes active on the system is equal to or
greater than PARALLEL_SERVER_TARGET. 

Note: 

*

 PARALLEL_DEGREE_POLICY specifies whether or not automatic degree of Parallelism, statement queuing, and in-
memory parallel execution will be enabled. 

AUTO 

Enables automatic degree of parallelism, statement queuing, and in-memory parallel execution. 

*

 PARALLEL_MIN_SERVERS specifies the minimum number of parallel execution processes for the instance. This value
is the number of parallel execution processes Oracle creates when the instance is started. 

Reference: Oracle Database Reference; PARALLEL_SERVERS_TARGET 

 

QUESTION 4

While tuning a SQL statement, the SQL Tuning Advisor finds an existing SQL profile for a statement that has stale
statistics. Automatic optimizer statistics is enabled for the database. 

What does the optimizer do in this situation? 

A. Updates the existing SQL profiles for which the statistics are stale. 

B. Makes the statistics information available to GATHER_DATABASE_STATS_JOB_PROC 

C. Starts the statistics collection process by running GATHER_STATS_JOB 

D. Writes a warning message in the alert log file 

Correct Answer: B 

Automatic optimizer statistics collection calls the DBMS_STATS.GATHER_DATABASE_STATS_JOB_PROC
procedure. This internal procedure operates similarly to the DBMS_STATS.GATHER_DATABASE_STATS procedure
using the GATHER AUTO option. The main difference is that GATHER_DATABASE_STATS_JOB_PROCprioritizes
database objects that require statistics, so that objects that most need updated statistics are processed first, before the
maintenance window closes. 

Note: 

* The optimizer relies on object statistics to generate execution plans. If these statistics are stale or missing, then the
optimizer does not have the necessary information it needs and can generate poor execution plans. The Automatic
Tuning Optimizer checks each query object for missing or stale statistics, and produces two types of output: 
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/ Recommendations to gather relevant statistics for objects with stale or no statistics 

Because optimizer statistics are automatically collected and refreshed, this problem occurs only when automatic
optimizer statistics collection is disabled. See "Managing Automatic Optimizer Statistics Collection". 

/ Auxiliary statistics for objects with no statistics, and statistic adjustment factor for objects with stale statistics 

The database stores this auxiliary information in an object called a SQL profile. 

* Oracle recommends that you enable automatic optimizer statistics collection. In this case, the database automatically
collects optimizer statistics for tables with absent or stale statistics. If fresh statistics are required for a table, then the
database collects them both for the table and associated indexes. 

Automatic collection eliminates many manual tasks associated with managing the optimizer. It also significantly reduces
the risks of generating poor execution plans because of missing or stale statistics. 

Automatic optimizer statistics collection calls the DBMS_STATS.GATHER_DATABASE_STATS_JOB_PROC
procedure. This internal procedure operates similarly to the DBMS_STATS.GATHER_DATABASE_STATS procedure
using the GATHER AUTO option. The main difference is that GATHER_DATABASE_STATS_JOB_PROC prioritizes
database objects that require statistics, so that objects that most need updated statistics are processed first, before the
maintenance window closes. Reference: Oracle Database Performance Tuning Guide, Managing Automatic Optimizer
Statistics Collection 

 

QUESTION 5

Which four types of column filtering may benefit from partition pruning when accessing tables via partitioned indexes? 

A. Equality operates on List-Partitioned Indexes 

B. Not Equal operates on a Global Hash-Partitioned Indexes 

C. Equality operates on System-Partitioned Tables 

D. In-List operates on Range-Partitioned Indexes 

E. Not Equal operates on a local Hash-Partitioned Indexes 

F. Equality operates on Range-Partitioned Indexes 

G. Equality operates on Hash-Partitioned Indexes 

Correct Answer: ADFG 

Oracle Database prunes partitions when you use range, LIKE, equality (A, F), and IN-list (D) predicates on the range or
list partitioning columns, and when you use equality (G) and IN-list predicates on the hash partitioning columns. 

Reference: Oracle Database VLDB and Partitioning Guide 11g, Information that can be Used for Partition Pruning 

 

QUESTION 6

Which two types of column filtering may benefit from partition pruning? 

A. Equally operates on range-partitioned tables. 
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B. In-list operators on system-partitioned tables 

C. Equality operators on system-partitioned tables 

D. Operators on range-partitioned tables 

E. Greater than operators on hash-partitioned tables 

Correct Answer: AD 

The query optimizer can perform pruning whenever a WHERE condition can be reduced to either one of the following
two cases: 

partition_column = constant 

partition_column IN (constant1, constant2, ..., constantN) 

In the first case, the optimizer simply evaluates the partitioning expression for the value given, determines which
partition contains that value, and scans only this partition. In many cases, the equal sign can be replaced with another
arithmetic comparison, including , =, and . Some queries using BETWEEN in the WHERE clause can also take
advantage of partition pruning. 

Note: 

*

 The core concept behind partition pruning is relatively simple, and can be described as "Do not scan partitions where
there can be no matching values". 

When the optimizer can make use of partition pruning in performing a query, execution of the query can be an order of
magnitude faster than the same query against a nonpartitioned table containing the same column definitions and data. 

*

 Example: 

Suppose that you have a partitioned table t1 defined by this statement: 

CREATE TABLE t1 ( 

fname VARCHAR(50) NOT NULL, 

lname VARCHAR(50) NOT NULL, 

region_code TINYINT UNSIGNED NOT NULL, 

dob DATE NOT NULL 

) 

PARTITION BY RANGE( region_code ) ( 

PARTITION p0 VALUES LESS THAN (64), 

PARTITION p1 VALUES LESS THAN (128), 

PARTITION p2 VALUES LESS THAN (192), 
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PARTITION p3 VALUES LESS THAN MAXVALUE 

); 

Consider the case where you wish to obtain results from a query such as this one: 

SELECT fname, lname, region_code, dob 

FROM t1 

WHERE region_code > 125 AND region_code 

p0 or 

It is easy to see that none of the rows which ought to be returned will be in either of the partitions p3; that is, we need to
search only in partitions p1 and p2 to find 

matching rows. By doing so, it is possible to expend much less time and effort in finding matching rows than would be
required to scan all partitions "cutting away" 

of unneeded partitions is known as pruning. 

in the table. This 

 

QUESTION 7

You execute the following query: 

Which statement is true about the usage of these hints in the query? 

A. The optimizer pushes the join predicate into the inline view. 

B. The optimizer evaluates the subquery as a first and then filters out rows. 

C. The optimizer performs a join operation first and then filters out the rows. 

D. The hint will have no effect because one of the join resultsets is an inline view. 

Correct Answer: A 

The PUSH_PRED hint forces pushing of a join predicate into the view. 

For example: 

SELECT /*+ NO_MERGE(v) PUSH_PRED(v) */ * 
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FROM employees e, 

(SELECT manager_id 

FROM employees 

) v 

WHERE e.manager_id = v.manager_id(+) 

AND e.employee_id = 100; 

When the PUSH_PRED hint is used without an argument, it should be placed in the view query block. When
PUSH_PRED is used with the view name as an 

argument, it should be placed in the surrounding query. 

Reference: Oracle Database Performance Tuning Guide, PUSH_PRED 

 

QUESTION 8

You need to migrate database from oracle Database 10g to 11g. You want the SQL workload to start the 10g plans in
the 11g database instance and evolve better plans. 

Examine the following steps: 

1.

 Capture the pre-Oracle Database 11g plans in a SQL Tuning Set (STS) 

2.

 Export the STS from the 10g system. 

3.

 Import the STS into Oracle Database 11g. 

4.

 Set the OPTIMIZER_FEATURES_ENABLE parameter to 10.2.0. 

5.

 Run SQL Performance Analyzer for the STS. 

6.

 Set the OPTIMIZER_FEATURES_ENABLE parameter to 11.2.0. 

7.

 Rerun the SQL Performance Analyzer for the STS. 

8.
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 Set OPTIMIZER_CAPTURE_SQL_PLAN_BASELINE to TRUE. 

9.

 Use DBMS_SPM.EVOLVE_SQL_BASELINE function to evolve the plans. 

10.

 Set the OPTIMIZER_USE_SQL_PLAN_BASELINE to TRUE. 

Identify the required steps in the correct order. 

A. 1, 2, 3, 4, 5, 6, 7, 

B. 4, 8, 10 

C. 1, 2, 3, 4, 8, 10 

D. 1, 2, 3, 6, 9, 5 

E. 1, 2, 3, 5, 9, 10 

Correct Answer: C 

Step 1: (1) 

Step 2: (2) 

Step 3: (3) 

Step 4: (4) 

By setting the parameter OPTIMIZER_FEATURES_ENABLE to the 10g version used before the upgrade, you should
be able to revert back to the same execution 

plans you had prior to the upgrade. 

Step 5: (8) 

OPTIMIZER_CAPTURE_SQL_PLAN_BASELINES 

In Oracle Database 11g a new feature called SQL Plan Management (SPM) has been introduced to guarantees any
plan changes that do occur lead to better 

performance. When OPTIMIZER_CAPTURE_SQL_PLAN_BASELINES is set to TRUE (default FALSE) Oracle will 

automatically capture a SQL plan baseline for every repeatable SQL statement on the system. The execution plan found
at parse time will be added to the SQL 

plan baseline as an accepted plan. 

Step 6: (10) 

OPTIMIZER_USE_SQL_PLAN_BASELINES enables or disables the use of SQL plan baselines stored in SQL
Management Base. When enabled, the optimizer 

looks for a SQL plan baseline for the SQL statement being compiled. If one is found in SQL Management Base, then the
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optimizer will cost each of the baseline 

plans and pick one with the lowest cost. 

 

QUESTION 9

What are three common reasons for SQL statements to perform poorly? 

A. Full table scans for queries with highly selective filters 

B. Stale or missing optimizer statistics 

C. Histograms not existing on columns with evenly distributed data 

D. High index clustering factor 

E. OPTIMIZER_MODE parameter set to ALL_ROWS for DSS workload 

Correct Answer: ABD 

D: The clustering_factor measures how synchronized an index is with the data in a table. A table with a high clustering
factor is out-of-sequence with the rows and large index range scans will consume lots of I/O. Conversely, an index with
a low clustering_factor is closely aligned with the table and related rows reside together of each data block, making
indexes very desirable for optimal access. 

Note: 

*

 (Not C) Histograms are feature in CBO and it helps to optimizer to determine how data are skewed(distributed) with in
the column. Histogram is good to create for the column which are included in the WHERE clause where the column is
highly skewed. Histogram helps to optimizer to decide whether to use an index or full-table scan or help the optimizer
determine the fastest table join order. 

*

 OPTIMIZER_MODE establishes the default behavior for choosing an optimization approach for the instance. 

all_rows 

The optimizer uses a cost-based approach for all SQL statements in the session and optimizes with a goal of best
throughput (minimum resource use to complete the entire statement). 

 

QUESTION 10

See the table below: 
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All parallel execution servers are available and sessions use default settings for parallelism. 

Which three are true about parallel execution in your instance? 

A. Parallel execution occurs when estimated serial execution time exceeds the minimum time threshold. 

B. Parallel execution occurs for all DML statements. 

C. Parallel execution occurs for those statements that access tables with dictionary DOP defined. 

D. Parallel execution occurs for those statements that access tables with no dictionary DOP defined. 

E. Parallel execution occurs for all DDL statements. 

Correct Answer: ACD 

A (not B, Not E): PARALLEL_MIN_TIME_THRESHOLD : Oracle 11gR2 will ascertain if the query\\'s estimated
execution time is likely to run longer than the 

acceptable value (in seconds) for pARALLEL_MIN_TIME_THRESHOLD and, if sufficient resources for parallel
execution exist right now, it will allow the query to 

execute; otherwise, it will delay its execution until sufficient resources exist. This helps prevent a single parallel query
from consuming excessive resources at the 

cost of other non-parallelizable operations. The default of this parameter is 10 seconds. C, D: In earlier versions of the
Oracle Database, we had to determine the 

DOP more or less manually, either with a parallel hint or by setting a parallel degree with alter table. There was an
automatic computation of the DOP available for 

the objects with dictionary DOP of default, derived from the simple formula CPU_COUNT *
PARALLEL_THREADS_PER_CPU. If there were insufficient parallel 
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servers to satisfy the requested DOP, one of three things could occur: 

/ The SQL would be run at a reduced DOP (be downgraded) 

/ The SQL would run in serial mode (be serialized) 

/ If PARALLEL_MIN_PERCENT was specified and less than the nominated percentage of the DOP was achievable,
then the the SQL statement might terminate 

with "ORA-12827: 

insufficient parallel query slaves available". 

Note: 

*

 PARALLEL_DEGREE_POLICY. It can have 3 values : MANUAL, LIMITED and AUTO 

. MANUAL - This is the default. Disables Auto DOP, statement queuing and in-memory parallel execution. It reverts the
behavior of parallel execution to what it was previous to Oracle Database 11g, Release 2 (11.2). 

*

 Oracle supports parallel processing for a wide range of operations, including queries, DDL and DML: 

· Queries that involve table or index range scans. 

· Bulk insert, update or delete operations. 

· Table and index creation. 

*

 Oracle\\'s parallel execution framework enables you to either explicitly chose - or even enforce - a specific degree of
parallelism (DOP) or to rely on Oracle to 

control it. 

*

 Three modes are available to request a DOP : 

default fixed adaptive 

*

 The DOP is determined in the following priority order: 

hint session table and limited by the Oracle Database Resource Manager (DBRM) settings. 

Reference: AUTOMATIC DEGREE OF PARALLELISM (DOP) IN ORACLE 11G R2 

 

QUESTION 11
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An application supplied by a new vendor is being deployed and the SQL statements have plan baselines provided by
the supplier. The plans have been loaded from a SQL tuning set. You require the optimizer to use these baselines, but
allow better plans to used, should any be created. 

Which two tasks would you perform to achieve this? 

A. Set the OPTIMIZER_USE_SQL_PLAN_BASELINES initialization parameter to TRUE. 

B. Set the OPTIMIZER_CAPTURE_SQL_PLAN_BASELINES initialization parameter to TRUE. 

C. Use the DBMS_SPM.ALTER_SQL_PLAN_BASELINE function to fix the plans. 

D. Use the DBMS_SPM.EVOLVE_SQL_PLAN_BASELINE function to fix the new plans. 

E. Use the DBMS_SPM.ALTER_SQL_BASELINE function to accept new plans. 

Correct Answer: AD 

A: OPTIMIZER_USE_SQL_PLAN_BASELINES enables or disables the use of SQL plan baselines stored in SQL
Management Base. When enabled, the optimizer looks for a SQL plan baseline for the SQL statement being compiled.
If one is found in SQL Management B ase, then the optimizer will cost each of the baseline plans and pick one with the
lowest cost. 

D: EVOLVE_SQL_PLAN_BASELINE Function 

This function evolves SQL plan baselines associated with one or more SQL statements. A SQL plan baseline is evolved
when one or more of its non-accepted plans is changed to an accepted plan or plans. If interrogated by the user
(parameter verify = \\'YES\\'), the execution performance of each non-accepted plan is compared against the
performance of a plan chosen from the associated SQL plan baseline. If the non-accepted plan performance is found to
be better than SQL plan baseline performance, the non-accepted plan is changed to an accepted plan provided such
action is permitted by the user (parameter commit = \\'YES\\'). 

Incorrect: 

B: OPTIMIZER_CAPTURE_SQL_PLAN_BASELINES enables or disables the automatic recognition of repeatable SQL
statements, as well as the generation of SQL plan baselines for such statements. 

C: ALTER_SQL_PLAN_BASELINE Function 

This function changes an attribute of a single plan or all plans associated with a SQL statement using the attribute
name/value format. 

 

QUESTION 12

Which three tasks are performed by the parallel execution coordinator process? 

A. Allocating parallel execution processes from the parallel execution server pool. 

B. Determining the parallel execution method for each operation in the execution plan. 

C. Managing the data flow between the producers and consumers during inter-operation parallelism. 

D. Any serial processing that is part of the execution plan. 

E. Determining the desired number of parallel execution processes 
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F. Managing the data flow between the producers and consumers during intra-operation parallelism. 

Correct Answer: ABC 

A: When executing a parallel operation, the parallel execution coordinator obtains parallel execution servers from the
pool and assigns them to the operation. If necessary, Oracle Database can create additional parallel execution servers
for the operation. These parallel execution servers remain with the operation throughout execution. After the statement
has been processed completely, the parallel execution servers return to the pool. 

B: 

*

 The parallel execution coordinator examines each operation in a SQL statement\\'s execution plan then determines the
way in which the rows operated on by the operation must be divided or redistributed among the parallel execution
servers. 

*

 After the optimizer determines the execution plan of a statement, the parallel execution coordinator determines the
parallel execution method for each operation in the plan. 

Note: 

*

 Oracle Database can process a parallel operation with fewer than the requested number of processes. If all parallel
execution servers in the pool are occupied and the maximum number of parallel execution servers has been started, the
parallel execution coordinator switches to serial processing. 

Reference: Oracle Database VLDB and Partitioning Guide 11g, How Parallel Execution Works 

 

QUESTION 13

You need to upgrade you Oracle Database 10g to 11g. You want to ensure that the same SQL plans that are currently
in use in the 10g database are used in the upgraded database initially, but new, better plans are allowed subsequently. 

Steps to accomplish the task: 

1.

 Set the OPTIMIZER_USE_SQL_BASELINE and OPTIMIZER_CAPTURE_SQL_PLAN_BASELINE to TRUE. 

2.

 Bulk load the SQL Management Base as part of an upgrade using an STS containing the plans captured in Oracle
Database 10g. 

3.

 Evolve the plan baseline using the DBMS_SPM.EVOLVE_PLAN_BASELINE procedure. 

4.

 Fix the plan baseline using the DBMS_SPM.ALTER_SQL_PLANBASELINE procedure. 
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5.

 Accept new, better plans using the DBMS_SPM.ALTER_SQL_PLAN_BASELINE procedure and manually load them to
the existing baseline. 

6.

 Set OPTIMIZER_CAPTURE_SQL_PLAN_BASELINES to FALSE. 

Identify the required steps. 

A. 1, 3, 4, 5 

B. 1, 6, 3, 4, 5 

C. 1, 2, 3, 5 

D. 1, 2, 3, 4 

E. 1, 6, 3 

F. 1 and 2 

Correct Answer: F 

*

 (1) OPTIMIZER_CAPTURE_SQL_PLAN_BASELINES In Oracle Database 11g a new feature called SQL Plan
Management (SPM) has been introduced to guarantees any plan changes that do occur lead to better performance.
When OPTIMIZER_CAPTURE_SQL_PLAN_BASELINES is set to TRUE (default FALSE) Oracle will automatically
capture a SQL plan baseline for every repeatable SQL statement on the system. The execution plan found at parse time
will be added to the SQL plan baseline as an accepted plan. 

*

 (2) Once you have completed the software upgrade, but before you restart the applications and allow users back on the
system, you should populate SQL Plan Management (SPM) with the 10g execution plans you captured before the
upgrade. Seeding SPM with the 10g execution plans ensures that the application will continue to use the same
execution plans you had before the upgrade. Any new execution plans found in Oracle Database 11g will be recorded in
the plan history for that statement but they will not be used. When you are ready you can evolve or verify the new plans
and only implement those that perform better than the 10g plan. 

Incorrect: 

Not (3): DBMS_SPM.EVOLVE_PLAN_BASELINE is not used to evolve new plans. 

DBMS_SPM.EVOLVE_SQL_PLAN_BASELINE should be used: 

It is possible to evolve a SQL statement\\'s execution plan using Oracle Enterprise Manager or by running the command-
line function 

DBMS_SPM.EVOLVE_SQL_PLAN_BASELINE. U 

Note: 

* SQL plan management (SPM) ensures that runtime performance will never degrade due to the change of an execution
plan. To guarantee this, only accepted 

1Z0-117 PDF Dumps | 1Z0-117 VCE Dumps | 1Z0-117 Practice Test                             15 / 18

https://www.certbus.com/1Z0-117.html
https://www.certbus.com/1Z0-117.html
https://www.certbus.com/1Z0-117.html


https://www.certbus.com/1Z0-117.html
2023 Latest certbus 1Z0-117 PDF and VCE dumps Download

(trusted) execution plans will be used; any plan will be tracked and evaluated at a later point in time and only accepted
as verified if the new plan performs better 

than an accepted plan. SQL Plan Management has three main components: 

1.

 SQL plan baseline capture: 

Create SQL plan baselines that represents accepted execution plans for all relevant SQL statements. The SQL plan
baselines are stored in a plan history inside 

the SQL Management Base in the SYSAUX tablespace. 

2.

 SQL plan baseline selection 

Ensure that only accepted execution plans are used for statements with a SQL plan baseline and track all new
execution plans in the history for a statement as 

unaccepted plan. The plan history consists of accepted and unaccepted plans. An unaccepted plan can be unverified
(newly found but not verified) or rejected 

(verified but not found to performant). 

3.

 SQL plan baseline evolution 

Evaluate all unverified execution plans for a given statement in the plan history to become either accepted or rejected 

 

QUESTION 14

Which two statements are true about index full scans? 

A. An index fast full scan multi block I/O to read the index structure in its entirely. 

B. Index nodes are not retrieved in the index order, and there fore the nodes are not in sequence. 

C. An index fast full scan reads the index block by block. 

D. An index fast full scan reads the whole index from the lowest value to the higher value. 

Correct Answer: AB 

A: To speed table and index block access, Oracle uses the db_file_multiblock_read_count parameter (which defaults to
8) to aid in getting full-table scan and full-index scan data blocks into the data buffer cache as fast as possible. 

B: The index nodes are not retrieved in index order, the rows will not be sequenced. 

Note: 

there are some requirements for Oracle to invoke the fast full-index scan. 
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All of the columns required must be specified in the index. That is, all columns in the select and where clauses must
exist in the index. 

The query returns more than 10 percent of the rows within the index. This 10 percent figure depends on the degree of
multi-block reads and the degree of 

parallelism. 

You are counting the number of rows in a table that meet a specific criterion. The fast full-index scan is almost always
used for count(*) operations. 

Reference: index fast full scan tips 

 

QUESTION 15

You recently gathered statistics for a table by using the following commands: 

You noticed that the performance of queries has degraded after gathering statistics. You want to use the old statistics.
The optimizer statistics retention period is 

default. 

What must you do to use the old statistics? 

A. Use the flashback to bring back the statistics to the desired time. 

B. Restore statistics from statistics history up to the desired time. 

C. Delete all the statistics collected after the desired time. 

D. Set OPTIMIZER_USE_PENDING_STATISTICS to TRUE. 

Correct Answer: B 

Whenever statistics in dictionary are modified, old versions of statistics are saved automatically for future restoration.
Statistics can be restored using RESTORE procedures of DBMS_STATS package. These procedures use a time stamp
as an argument and restore statistics as of that time stamp. This is useful in case newly collected statistics leads to
some sub-optimal execution plans and the administrator wants to revert to the previous set of statistics. 

Reference: Oracle Database Performance Tuning Guide, Restoring Previous Versions of Statistics 
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