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QUESTION 1

You are solving a classification task. 

You must evaluate your model on a limited data sample by using k-fold cross-validation. You start by configuring a k
parameter as the number of splits. 

You need to configure the k parameter for the cross-validation. 

Which value should you use? 

A. k=0.5 

B. k=10 

C. k=5 

D. k=1 

Correct Answer: B 

Leave One Out (LOO) cross-validation 

Setting K = n (the number of observations) yields n-fold and is called leave-one out cross- validation (LOO), a special
case of the K-fold approach. 

LOO CV is sometimes useful but typically doesn\\'t shake up the data enough. The estimates from each fold are highly
correlated and hence their average can have high variance. 

This is why the usual choice is K=5 or 10. It provides a good compromise for the bias- variance tradeoff. 

 

QUESTION 2

You are performing clustering by using the K-means algorithm. 

You need to define the possible termination conditions. 

Which three conditions can you use? Each correct answer presents a complete solution. 

NOTE: Each correct selection is worth one point. 

A. Centroids do not change between iterations. 

B. The residual sum of squares (RSS) rises above a threshold. 

C. The residual sum of squares (RSS) falls below a threshold. 

D. A fixed number of iterations is executed. 

E. The sum of distances between centroids reaches a maximum. 

Correct Answer: ACD 
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AD: The algorithm terminates when the centroids stabilize or when a specified number of iterations are completed. 

C: A measure of how well the centroids represent the members of their clusters is the residual sum of squares or RSS,
the squared distance of each vector from its centroid summed over all vectors. RSS is the objective function and our
goal is to minimize it. 

Reference: https://docs.microsoft.com/en-us/azure/machine-learning/studio-module-reference/k-means-clustering 

https://nlp.stanford.edu/IR-book/html/htmledition/k-means-1.html 

 

QUESTION 3

You are analyzing a dataset by using Azure Machine Learning Studio. 

You need to generate a statistical summary that contains the p-value and the unique count for each feature column. 

Which two modules can you use? Each correct answer presents a complete solution. 

NOTE: Each correct selection is worth one point. 

A. Computer Linear Correlation 

B. Export Count Table 

C. Execute Python Script 

D. Convert to Indicator Values 

E. Summarize Data 

Correct Answer: BE 

The Export Count Table module is provided for backward compatibility with experiments that use the Build Count Table
(deprecated) and Count Featurizer (deprecated) modules. 

E: Summarize Data statistics are useful when you want to understand the characteristics of the complete dataset. For
example, you might need to know: 

How many missing values are there in each column? 

How many unique values are there in a feature column? 

What is the mean and standard deviation for each column? The module calculates the important scores for each
column, and returns a row of summary statistics for each variable (data column) provided as input. 

Incorrect Answers: 

A: The Compute Linear Correlation module in Azure Machine Learning Studio is used to compute a set of Pearson
correlation coefficients for each possible pair of variables in the input dataset. 

C: With Python, you can perform tasks that aren\\'t currently supported by existing Studio modules such as: 

Visualizing data using matplotlib 

Using Python libraries to enumerate datasets and models in your workspace Reading, loading, and manipulating data
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from sources not supported by the Import Data module 

D: The purpose of the Convert to Indicator Values module is to convert columns that contain categorical values into a
series of binary indicator columns that can more easily be used as features in a machine learning model. 

References: 

https://docs.microsoft.com/en-us/azure/machine-learning/studio-module-reference/export-count-table
https://docs.microsoft.com/en-us/azure/machine-learning/studio-module-reference/summarize-data 

 

QUESTION 4

HOTSPOT 

A biomedical research company plans to enroll people in an experimental medical treatment trial. 

You create and train a binary classification model to support selection and admission of patients to the trial. The model
includes the following features: Age, Gender, and Ethnicity. 

The model returns different performance metrics for people from different ethnic groups. 

You need to use Fairlearn to mitigate and minimize disparities for each category in the Ethnicity feature. 

Which technique and constraint should you use? To answer, select the appropriate options in the answer area. 

NOTE: Each correct selection is worth one point. 

Hot Area: 

Correct Answer: 
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Box 1: Grid Search 

Fairlearn open-source package provides postprocessing and reduction unfairness mitigation algorithms:
ExponentiatedGradient, GridSearch, and ThresholdOptimizer. 

Note: The Fairlearn open-source package provides postprocessing and reduction unfairness mitigation algorithms
types: 

1. 

Reduction: These algorithms take a standard black-box machine learning estimator (e.g., a LightGBM model) and
generate a set of retrained models using a sequence of re-weighted training datasets. 

2. 

Post-processing: These algorithms take an existing classifier and the sensitive feature as input. 

Box 2: Demographic parity 

The Fairlearn open-source package supports the following types of parity constraints: Demographic parity, Equalized
odds, Equal opportunity, and Bounded group loss. 

Reference: 

https://docs.microsoft.com/en-us/azure/machine-learning/concept-fairness-ml 

 

QUESTION 5

You are solving a classification task. 

You must evaluate your model on a limited data sample by using k-fold cross-validation. You start by configuring a k
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parameter as the number of splits. 

You need to configure the k parameter for the cross-validation. 

Which value should you use? 

A. k=1 

B. k=10 

C. k=0.5 

D. k=0.9 

Correct Answer: B 

Leave One Out (LOO) cross-validation 

Setting K = n (the number of observations) yields n-fold and is called leave-one out cross-validation (LOO), a special
case of the K-fold approach. 

LOO CV is sometimes useful but typically doesn\\'t shake up the data enough. The estimates from each fold are highly
correlated and hence their average can have high variance. This is why the usual choice is K=5 or 10. It provides a
good 

compromise for the bias-variance tradeoff. 
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