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QUESTION 1

An airline has .csv-formatted data stored in Amazon S3 with an AWS Glue Data Catalog. Data analysts want to join this
data with call center data stored in Amazon Redshift as part of a dally batch process. The Amazon Redshift cluster is
already under a heavy load. The solution must be managed, serverless, well-functioning, and minimize the load on the
existing Amazon Redshift cluster. The solution should also require minimal effort and development activity. 

Which solution meets these requirements? 

A. Unload the call center data from Amazon Redshift to Amazon S3 using an AWS Lambda function. Perform the join
with AWS Glue ETL scripts. 

B. Export the call center data from Amazon Redshift using a Python shell in AWS Glue. Perform the join with AWS Glue
ETL scripts. 

C. Create an external table using Amazon Redshift Spectrum for the call center data and perform the join with Amazon
Redshift. 

D. Export the call center data from Amazon Redshift to Amazon EMR using Apache Sqoop. Perform the join with
Apache Hive. 

Correct Answer: C 

 

QUESTION 2

A company stores Apache Parquet-formatted files in Amazon S3 The company uses an AWS Glue Data Catalog to
store the table metadata and Amazon Athena to query and analyze the data The tables have a large number of
partitions The queries are only run on small subsets of data in the table A data analyst adds new time partitions into the
table as new data arrives The data analyst has been asked to reduce the query runtime. 

Which solution will provide the MOST reduction in the query runtime? 

A. Convert the Parquet files to the csv file format..Then attempt to query the data again 

B. Convert the Parquet files to the Apache ORC file format. Then attempt to query the data again 

C. Use partition projection to speed up the processing of the partitioned table 

D. Add more partitions to be used over the table. Then filter over two partitions and put all columns in the WHERE
clause 

Correct Answer: C 

 

QUESTION 3

A company hosts an Apache Flink application on premises. The application processes data from several Apache Kafka
clusters. The data originates from a variety of sources, such as web applications, mobile apps, and operational
databases. The company has migrated some of these sources to AWS and now wants to migrate the Flink application.
The company must ensure that data that resides in databases within the VPC does not traverse the internet. The
application must be able to process all the data that comes from the company\\'s AWS solution, on-premises resources,
and the public internet. 
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Which solution will meet these requirements with the LEAST operational overhead? 

A. Implement Flink on Amazon EC2 within the company\\'s VPC. Create Amazon Managed Streaming for Apache Kafka
(Amazon MSK) clusters in the VPC to collect data that comes from applications and databases within the VPC. Use
Amazon Kinesis Data Streams to collect data that comes from the public internet. Configure Flink to have sources from
Kinesis Data Streams Amazon MSK, and any on-premises Kafka clusters by using AWS Client VPN or AWS Direct
Connect. 

B. Implement Flink on Amazon EC2 within the company\\'s VPC. Use Amazon Kinesis Data Streams to collect data that
comes from applications and databases within the VPC and the public internet. Configure Flink to have sources from
Kinesis Data Streams and any on-premises Kafka clusters by using AWS Client VPN or AWS Direct Connect. 

C. Create an Amazon Kinesis Data Analytics application by uploading the compiled Flink .jar file. Use Amazon Kinesis
Data Streams to collect data that comes from applications and databases within the VPC and the public internet.
Configure the Kinesis Data Analytics application to have sources from Kinesis Data Streams and any on-premises
Kafka clusters by using AWS Client VPN or AWS Direct Connect. 

D. Create an Amazon Kinesis Data Analytics application by uploading the compiled Flink .jar file. Create Amazon
Managed Streaming for Apache Kafka (Amazon MSK) clusters in the company\\'s VPC to collect data that comes from
applications and databases within the VPC. Use Amazon Kinesis Data Streams to collect data that comes from the
public internet. Configure the Kinesis Data Analytics application to have sources from Kinesis Data Streams, Amazon
MSK, and any on-premises Kafka clusters by using AWS Client VPN or AWS Direct Connect. 

Correct Answer: C 

Reference: https://aws.amazon.com/blogs/big-data/streaming-etl-with-apache-flink-and-amazon-kinesis-data-analytics/ 

 

QUESTION 4

A retail company stores order invoices in an Amazon OpenSearch Service (Amazon Elasticsearch Service) cluster
Indices on the cluster are created monthly. Once a new month begins, no new writes are made to any of the indices
from the previous months. The company has been expanding the storage on the Amazon OpenSearch Service
(Amazon Elasticsearch Service) cluster to avoid running out of space, but the company wants to reduce costs. Most
searches on the cluster are on the most recent 3 months of data, while the audit team requires infrequent access to
older data to generate periodic reports. The most recent 3 months of data must be quickly available for queries, but the
audit team can tolerate slower queries if the solution saves on cluster costs 

Which of the following is the MOST operationally efficient solution to meet these requirements? 

A. Archive indices that are older than 3 months by using Index State Management (ISM) to create a policy to store the
indices in Amazon S3 Glacier. When the audit team requires the archived data, restore the archived indices back to the
Amazon OpenSearch Service (Amazon Elasticsearch Service) cluster. 

B. Archive indices that are older than 3 months by taking manual snapshots and storing the snapshots in Amazon S3.
When the audit team requires the archived data, restore the archived indices back to the Amazon OpenSearch Service
(Amazon Elasticsearch Service) cluster. 

C. Archive indices that are older than 3 months by using Index State Management (ISM) to create a policy to migrate
the indices to Amazon OpenSearch Service (Amazon Elasticsearch Service) UltraWarm storage. 

D. Archive indices that are older than 3 months by using Index State Management (ISM) to create a policy to migrate
the indices to Amazon OpenSearch Service (Amazon Elasticsearch Service) UltraWarm storage. When the audit team
requires the older data, migrate the indices in UltraWarm storage back to hot storage. 

Correct Answer: D 
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Reference: https://docs.aws.amazon.com/da_pv/opensearch-service/latest/developerguide/opensearch-service-dg.pdf 

 

QUESTION 5

A team of data scientists plans to analyze market trend data for their company\\'s new investment strategy. The trend
data comes from five different data sources in large volumes. The team wants to utilize Amazon Kinesis to support their
use case. The team uses SQL-like queries to analyze trends and wants to send notifications based on certain significant
patterns in the trends. Additionally, the data scientists want to save the data to Amazon S3 for archival and historical
reprocessing, and use AWS managed services wherever possible. The team wants to implement the lowest-cost
solution. 

Which solution meets these requirements? 

A. Publish data to one Kinesis data stream. Deploy a custom application using the Kinesis Client Library (KCL) for
analyzing trends, and send notifications using Amazon SNS. Configure Kinesis Data Firehose on the Kinesis data
stream to persist data to an S3 bucket. 

B. Publish data to one Kinesis data stream. Deploy Kinesis Data Analytic to the stream for analyzing trends, and
configure an AWS Lambda function as an output to send notifications using Amazon SNS. Configure Kinesis Data
Firehose on the Kinesis data stream to persist data to an S3 bucket. 

C. Publish data to two Kinesis data streams. Deploy Kinesis Data Analytics to the first stream for analyzing trends, and
configure an AWS Lambda function as an output to send notifications using Amazon SNS. Configure Kinesis Data
Firehose on the second Kinesis data stream to persist data to an S3 bucket. 

D. Publish data to two Kinesis data streams. Deploy a custom application using the Kinesis Client Library (KCL) to the
first stream for analyzing trends, and send notifications using Amazon SNS. Configure Kinesis Data Firehose on the
second Kinesis data stream to persist data to an S3 bucket. 

Correct Answer: A 
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